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Abstract—Hyper-heuristics stand as a novel tool that combines
low-level heuristics into robust solvers. However, training cost
is a drawback that hinders their applicability. In this work,
we analyze the effect of training with different problem sizes,
to determine whether an effective simplification can be made.
We train selection hyper-heuristics for the Job Shop Scheduling
problem through Simulated Annealing (SA). Results from prelim-
inary experiments suggest that the aforementioned simplification
is feasible. To better understand such an effect, we carry out
experiments training on two different instance sizes, 5 × 5 and
15×15, while testing on instances of size 15×15. Our data show
that hyper-heuristics trained in small-sized instances perform
similarly to those trained in larger problems. Thus, we discuss
a possible explanation for this effect.

Keywords—Job Shop Scheduling; Hyper-heuristic; Simulated
Annealing; Combinatorial Optimization; Instance size.

I. INTRODUCTION

Job Shop Scheduling (JSS) is a kind of combinatorial op-
timization problem. A JSS arises whenever it is required
to schedule a series of machines and jobs, subject to some
restrictions, and with a defined sequence of operations and
processing times. Although its description is simple, the
JSS problem is quite challenging to handle in real-world
applications since it is NP-hard. This optimization problem
is inherent to any industrial process, where it is imperative
to produce a job plan (i.e., a schedule) for resources and
machines. Therefore, appropriate and efficient methods to
solve the JSS problem, and its multiple variations, have been
highly demanded since 1956 [1]. For example, some authors
have tackled the Dynamic Flexible JSS problem, where there
is uncertainty in the processing times [2], [3], [4]. Others
have considered the Deterministic No-Wait JSS version, whose
main goal is to find a schedule that minimizes the makespan
(the time at which the last activity of the whole schedule
finishes) [5], [6], [7]. This type of problem has been addressed
through several solution techniques. One of them has been
to develop dispatching rules (or low-level heuristics) that can
be used to construct or modify a schedule. Some examples
include the dispatching rules proposed by Blackstone et al.
in [8], and the Shifting Bottleneck procedure employed by
Adams et al. in [9]. These methods are computationally
efficient, but the quality of their solutions is uncertain.

One way of surmounting such a drawback is to use more
robust search techniques. There are several works following

this path, including strategies such as Tabu Search [10],
[11] and Guided Local Search with Branch-and-Bound [12].
However, there are also approaches based on Genetic Al-
gorithms [13], [14], as well as on Genetic Search [15] and
Genetic Programming [16]. Of course, this kind of strategies
also include hybrids [17] and other approaches [18], [19], [20].

Nonetheless, the avenue mentioned above has a noticeable
handicap: the algorithm needs to run from scratch for every
problem in the dataset, which increases the computational
cost. But, a new way of solving this kind of problems
has recently emerged: hyper-heuristics. The idea with hyper-
heuristics (HHs) is to provide robustness to the solver without
excessively increasing computational cost. To achieve such a
goal, hyper-heuristics combine the strengths of different low-
level strategies by learning when to use each one. For in-
stance, Chaurasia et al. proposed a HH based on Evolutionary
Algorithms and a guided heuristic for JSS instances [21].
Similarly, Garza-Santisteban et al. studied the feasibility of
using Simulated Annealing (SA) to train HHs for the JSS
problem [22]. In fact, they noticed that there seemed to be
an effect associating feature values and instance sizes, but
were unable to delve deeper into the issue. Such combination
of heuristics has also been explored following the idea of
strictly using information about instance features, instead of
using a combination of features and performance data [23].
Other studies have presented HHs based on evolutionary
approaches [24], [25], [26] and have also explored the effect
of transforming features [27], [28].

Notwithstanding, it is clear that competent strategies have
been proposed in the literature to solve JSS problems. But
they are exposed to be implemented in instances with a size
different to which they were conceived (or designed) for. In
real applications, the number of resources and machines varies.
Thus, instance sizes are seldom preserved. To the best of our
knowledge, there is no evidence about how the performance
of a search strategy is affected when it is trained in instances
that differ in size to the ones used for testing.

So, this work aims at revealing how instance size impacts
hyper-heuristic training, and if such a difference affects hyper-
heuristic performance when tested on a set of larger problems.
In addition, we propose a selection hyper-heuristic approach
based on Simulated Annealing, using a defined set of dispatch-
ing rules as heuristics. It is worth mentioning that our method



differs from the ones in literature because the latter employ
evolutionary algorithms to evolve heuristics directly.

This manuscript is organized as follows: Section II presents
the fundamental concepts related to the Job Shop Scheduling
problem. Section III details the proposed strategy. Section IV
describes the procedure carried out. Section V presents and
discusses the resulting data. Finally, Section VI summarizes
our most relevant findings and outlines future works.

II. PROBLEM DEFINITION

Let {j1, j2, ..., jn} be a set of n jobs given on a set of m
machines {m1,m2, ...,mm}, with the order sequence for each
job on the set of machines. Each job has to be processed
sequentially on one or more machines, having different pro-
cessing times for each case. Such problems can be defined
as tasks or activities ai,k for each job ji at machine mk.
Thus, a job ji comprises a set of at most m activities
{ai,1, ai,2, ..., ai,m}, where the processing time tai,k

of the ac-
tivity ai,k is different for each machine mk. Therefore, the JSS
problem consists in arranging each job ji at each machine mk

to generate a timetable that minimizes the makespan. The
following restrictions are also considered: (i) Each machine
can process only one activity at a time; (ii) No activity can be
scheduled to start before the preceding one ends; (iii) If any
activity starts at a machine, it has to finish before another one
can be scheduled on the same machine; and (iv) Any activity
is always scheduled at the earliest possible time (the no-wait
policy).

III. SOLUTION APPROACH

Low-level heuristics are useful to perform an action based on
certain information about the problem while keeping computa-
tional costs low. Another approach is to use a high-level solver
that finds the best heuristic for a given problem state. With a
JSS problem, a state St is defined as the specific schedule at
any time t, considering the set of activities that have not been
scheduled yet, and is represented by a set of features. Hence,
this high-level solver provides a specific low-level heuristic (h)
to be used at a given state St of the scheduling process. In this
work, such a high-level solver refers to a constructive selection
hyper-heuristic (HH).

A. Hyper-heuristics

Our hyper-heuristic model can be defined as a rule collection
{r1, r2, . . . , rq} that triggers predefined actions (heuristics to
apply). Each rule is composed by an ordered feature set
{fi,1, fi,2, ..., fi,q} that represents its corresponding activation
condition. Our HH operates by calculating feature values of
a current problem state St and its Euclidean distance to each
defined rule. Then, the heuristic associated to the rule that
minimizes such a distance is applied to the problem state.

The training process of a HH (see Section III-G for more
details) implies that, in theory, the rules must replicate the best
heuristic for a specific problem state. This statement implies
several assumptions, such as:

1) The feature set used in the condition of a HH can
properly describe distinct states of the problem.

2) Since a meta-heuristic, say Simulated Annealing (SA),
generates the parameters for each HH in a perturbative
randomized fashion, it can generate HHs with a set of
rules sufficiently spread throughout the feature domain
and identify the conditions that favor each heuristic.

3) When solving a problem, heuristics produce results
sufficiently different from each other such that rules in
the HH can capture these differences.

Now, let us suppose that such assumptions do not hold.
Then, similar feature values can be rendered when solving
an instance with each heuristic, throughout the whole search
procedure. Therefore, all heuristics follow similar paths, which
lead them to barely different solutions. It is then evident
that disregarding the prior assumptions negatively impacts the
meta-heuristic ability to produce a good hyper-heuristic.

Hence, it becomes paramount to determine how diverse
such paths can be. One way of doing so is to measure how
many solution paths remain available after a decision is taken.
Let uhi be the number of distinct jobs available for the set
of all heuristics (H) when heuristic h assigns an activity at
step i. Also, let phi be the number of pending jobs at step i
when solving with heuristic h. Then, the average ratio uhi /p

h
i

for every h in H shows job diversity across the solution of
an instance. The smaller the measure, the less diverse paths
are for that step. Conversely, the larger the measure, the more
diverse they are. Figure 1 shows the result of conducting the
former analysis on a 15 × 15 instance. It is clear that the
diversity of solution paths tends to increase as the process of
solving the instance goes forward.

Fig. 1. Average µi of uhi /p
h
i for all h ∈ H over a instance of size 15× 15.

Note that uhi /p
h
i is different than the ratio of unique and

pending jobs. Should they be equivalent, the measure would
range between [0, 1]. Instead, what we are measuring here is
the impact on heuristic diversity whenever a heuristic tries to
solve the problem.

This result implies that the decision of scheduling a job
greatly restricts other possibilities until almost the end of the
solution process. Hence, the possibility of achieving a better
result is also restricted. The former affects the training process



of the HH. During the first stages of the solution process,
possible solution paths are small relative to the final phase of
the solution. This directly affects assumption (2): no matter
how good the training process is, the extent to which the HH
will produce a better solution is greatly limited by the heuristic
it chooses to apply at the first steps of the solving process.

B. Instances

In this work, the instances used for training are generated by
following the approach described by Taillard [29] for creating
random scheduling problems. The main characteristic of this
generator is that it produces a random distribution of numbers
for the machines and times of each job. Instances have the
following features: fixed processing times, no set-up times, and
no due dates nor release dates. For testing purposes, we have
used the instances generated and published by Taillard [29].
Specifically, instances can be of size n ×m, where n is the
number of jobs and m is the number of machines. Thus, the
larger the instance size, the more jobs and machines it has.
We use test sets with instances of size 15 × 15 to assess
the performance of hyper-heuristics. Training sets contain
instances of either size 5 × 5 or size 15 × 15, depending
on the configuration of the experiment, and were generated
accordingly.

C. Heuristics

For a set of activities Ua = {a1,1, a1,2, ..., an,m}, let Ut and
Us be the list of pending activities and of already scheduled
ones, respectively. Also, let tai,k

be the processing time of
activity ai,k for job ji at machine mk. A heuristic returns an
activity ai,k ∈ Ut following a specific rule rq . In case that
a rule produces more than one activity, a random activity is
chosen. Table I summarizes the heuristics considered in this
work, which depend either the pending (Ut) or scheduled (Us)
activities.

TABLE I
HEURISTICS CONSIDERED IN THIS WORK.

Heuristic Definition

RND Select a random activity ai,k from Ua that complies with
precedence and insert it into the first available time.

SPT Select ai,k ∈ Ut that corresponds to the shorstest process-
ing time tai,k = min{ta1,1 , ..., tan,m}.

LPT Select ai,k ∈ Ut that corresponds to the longest processing
time tai,k = max{ta1,1 , ..., tan,m}.

MRT Select ai,k ∈ Ut such that i corresponds to the job with
the most remaining time in the set.

MLM Select ai,k ∈ Us such that k corresponds to the machine
with the most load of activities in terms of processing time.

LLM Select ai,k ∈ Us such that k corresponds to the machine
with the least load of activities in terms of processing time.

EST Select ai,j ∈ Ut that can be scheduled at the earliest
possible time.

D. Problem State Features

Two kinds of features are used to describe the state of a JSS
problem, during its solving procedure. One set describes the
schedule (solution), while the other one depicts the problem

state (remaining jobs to be scheduled). A total of six features
are employed, as Table II details.

TABLE II
FEATURES USED IN THIS WORK TO REPRESENT THE STATE OF A JSS

PROBLEM.

Feature Description Related to

APT Ratio between the sums of processing times of
the already processed activities and the whole
list of activities.

Solution

DPT Ratio between the standard deviation and the
mean of processing times from the scheduled
activities.

Solution

SLACK Ratio between the amount of unused machine
time in the whole schedule and the current
make-span.

Solution

DNPT Ratio between the standard deviation and the
mean processing times from the pending activ-
ities.

Problem

NAPT Complement of APT. Solution
NJT Amount of processing times normalized per

job divided by the number of pending jobs.
Problem

E. Objective Function

An objective function (of : H → R) is implemented to
relate performances of the hyper-heuristic and the best single
heuristic (for the same instance), which is accumulated over all
the instances. The main reason for this is that their difference
can represent the performance gain. Hence, the objective
function of(HH) is defined as

of(HH) =
1

n

n∑
i=1

(
CHH

si

Cbi

− 1

)
(1)

where CHH
si and Cbi are the makespan achieved by the hyper-

heuristic and the best makespan achieved by the heuristics (the
Oracle) on the i-th instance, respectively. n is the number of
instances that each candidate hyper-heuristic seeks to solve.

F. Oracle

The Oracle is a Utopian strategy capable of selecting the
best heuristic for each and every instance. Hence, it can be
synthetically built by selecting the best solutions given by the
set of heuristics. But, this also makes it unfeasible from a
practical point of view as it implies running all solvers for
each problem that requires solving. Thus, it represents a brute-
force approach. Even so, it is feasible for using it as a reference
value for comparison purposes. An illustrative example is now
discussed. Table III contains synthetic data for four heuristics
(h1, h2, h3 and h4), two instances, and assuming that lower
values are better. In the first instance, h4 is the best heuristic.
So, the Oracle yields 80. In the second one, h3 is the best
heuristic and, therefore, the Oracle yields 100. By analyzing
all the instances it becomes evident that the Oracle performs
better than any single heuristic. Thus, it represents a lower
bound for heuristics.



TABLE III
EXAMPLE OF ORACLE CALCULATION BY ASSUMING THAT LOWER VALUES
ARE BETTER AND CONSIDERING FOUR HEURISTICS (h1 , h2 , h3 AND h4).

Instance h1h1h1 h2h2h2 h3h3h3 h4h4h4 Oracle

1 100 150 200 80 80 (h4)
2 120 140 100 200 100 (h3)

Total 220 290 300 280 180

G. Hyper-heuristic Trainer

Training a hyper-heuristic for solving the JSS problem implies
iterating over the feature values and the action of each rule,
until finding suitable values. In this work, we use the well-
known Simulated Annealing (SA) meta-heuristic to perform
such a process [30]. Thence, the output of SA is the hyper-
heuristic that minimizes the fitness function, evaluated over
the training instances of the problem. It is worth mentioning
that we chose SA since we wanted to explore the performance
of a meta-heuristic that allowed worsening the best solution
at some iterations.

Simulated Annealing requires some tuning parameters and
basic operations that must be defined. One of the most
distinctive steps of SA involves the Metropolis criterion for
calculating the Acceptance Probability AP . In this case, such
a probability is calculated for a couple of hyper-heuristics HH1

and HH2, as shown in (2). Here, T is the current temperature
of the cooling process emulated by SA, and of(HH) is the
objective function (or fitness) defined for the JSS problem
in (1). Pseudocode 1 describes the SA implementation for
training a hyper-heuristic.

AP (HH1,HH2) = exp

(
−of(HH2)− of(HH1)

T

)
(2)

It is important to remark that a neighbor hyper-heuristic
HHn (Line 6 in Pseudocode 1) is generated by randomly
choosing among three different modifications of the current
hyper-heuristic HH (Figure 2):

• Adding a new rule—the HH size is increased by one rule,
including a new action with random feature values.

• Removing a random rule—the HH size is decreased by
one rule, eliminating one randomly selected rule from
HH. This option is omitted if current HH has one rule.

• Perturbating a feature—the HH size is unmodified, but
features are randomly selected from an also randomly
selected rule and replaced with new random values.

IV. METHODOLOGY

This work is aimed at assessing how the instance size of a
JSS problem and the number of iterations performed by the
optimizer affect the performance of a hyper-heuristic. Exper-
iments were divided into three stages, as Table IV details.
Simulated Annealing (SA) was implemented as optimizer. All
the experiments (training and testing procedures) were run 30
times, for guaranteeing statistical significance, on a machine
with an 8-core Intel Xeon Scalable processor at 2.7 GHz.

Pseudocode 1 Simulated Annealing used for HH training.
Require: An initial temperature value T0 ∈ R+, a cooling

rate c ∈ ]0, 1[, a temperature threshold Tt ∈ ]0, T0[.
Ensure: HH∗.

1: Set a random number generator u ∼ U(0, 1).
2: Set the temperature to its initial value T = T0.
3: Generate an initial hyper-heuristic HH.
4: Set the best hyper-heuristic HH∗ = HH.
5: while The system is not cool (T > Tt) do
6: Create a neighbor of HH, HHn, by modifying HH.
7: Calculate fitness of(HH) and of(HHn) with (1).
8: if AP (HH,HHn) > u, then HH← HHn, end if
9: if of(HH) < of(HH∗), then HH∗ = HH, end if

10: Update temperature T = T (1− c).
11: end while

Moreover, three sets of instances with the characteristics
specified in Table V were generated according to Taillard [29].
It is noteworthy that the testing set (Set 3) comprises unseen
instances. We now detail each experimental stage.

TABLE IV
SUMMARY OF THE EXPERIMENTS PERFORMED.

Stage Train on Test on Iterate up to Repeat

A Set 1 and 2 Set 3 100 30 times
B Set 1 Set 3 10, 100 and 1000 30 times
C Set 1 and 2 Set 3 10, 100 and 1000 30 times

TABLE V
SETS OF JSS PROBLEMS EMPLOYED IN THIS WORK.

Instances Size Purpose

Set 1 30 15× 15 Training
Set 2 30 5× 5 Training
Set 3 5 15× 15 Testing

Stage A: Instance size—A hyper-heuristic is trained with
Set 1 and tested on Set 3 (cf. Table V). Subsequently, another
hyper-heuristic is trained with Set 2 and also tested on Set 3.
To achieve these HHs, 100 iterations were employed.

Stage B: Number of iterations—A hyper-heuristic is trained
and tested with Sets 1 and 3, respectively. Both sets comprise
instances of the same size, but the number of iterations for
training changes, i.e., 10, 100 and 1000.

Stage C: Instance size and number of iterations—Hyper-
heuristics are trained with Sets 1 and 2 (instances of different
sizes), and for different number of iterations: 10, 100 and 100.
Each hyper-heuristic is tested on Set 3 (Table V).

It is important to highlight that the number of iterations
refer to those carried out with SA, which consists on building
neighboring solutions and sometimes allowing the preservation
of a worse solution. We believe the selected values are good
enough for analyzing the behavior at different phases of the
solving process. Also, we are limited to 1000 iterations due
to computational resources.



Fig. 2. Possible operations that Simulated Annealing (SA) performs to generate a neighbor hyper-heuristic (HHn) from a current one (HH): adding a rule,
removing a rule, and perturbating a feature within an existing rule.

V. RESULTS AND DISCUSSION

For the sake of clarity, this section is structured according to
the experimental stages described in the Methodology.

A. Instance size

Figure 3 presents the performance of hyper-heuristics trained
on Sets 1 (left) and 2 (right) when testing them on Set 3.
It is easy to infer that both distributions are right-skewed.
Nonetheless, data range for Set 1 (big instances) is tighter
than for Set 2 (small instances). Similarly, and though median
values are quite similar to each other, it is slightly higher for
small instances. Hence, it seems that the benefit of using larger
instances may stem from the perspective of stability. Even so,
both scenarios tend to yield the same performance. In this way,
a Wilcoxon’s statistical test with α = 0.05 was executed, and
it revealed that there is no significant difference between both
approaches.

Fig. 3. Performance on Set 3 (15×15) of hyper-heuristics trained with Sets 1
and 2, and repeating 30 times.

This is an interesting and rather unexpected behaviour. It
would be natural that a hyper-heuristic trained on simpler
problems performs poorly on complex ones. But, it would
seem as if smaller instances contribute to a better (or at least
equal) distinction of heuristics during the training process. To
illustrate that, we compared feature values for instances of
different sizes. Let us consider, for the sake of simplicity,
features related to the problem state (i.e., DNPT and NJT, cf.
Table II) prior to creating the solution, as Figure 4 displays.
Instances of all three sizes seem to revolve around the point

(0.55, 0.50). Moreover, smaller instances are the most spread
out, which supports the aforementioned effect.

Fig. 4. Instance distribution based on features DNPT and NJT with sets of
30 instances for three different sizes.

B. Number of iterations

Using a larger number of iterations yields better results
for both, training and testing, as Figure 5 shows. This is
an expected behavior. Thence, a small number of iterations
yields poorly-performing hyper-heuristics with low stability.
Nonetheless, it is noteworthy that migrating from 100 to 1000
iterations allows hyper-heuristics to outperform the Oracle,
i.e., of(HH) < 0, in most experiments.

C. Instance size and number of iterations

Figure 6 exhibits the results of six cases of study obtained by
combining three values for the number of iterations (10, 100,
and 1000) and two training sets (Set 1 and 2). All the hereby
generated hyper-heuristics were tested on Set 3. As expected,
the best results were achieved with the largest number of
iterations (1000) and the instances most similar to the testing
set, i.e., Set 1 with size 15 × 15. However, we observed that
performance values from hyper-heuristics trained on Set 1
with 100 iterations and on Set 2 with 1000 iterations seemed
similar. Such a fact is also noticed for their testing results.
Indeed, the statistical test mentioned in Section V-A was



Fig. 5. Performance achieved by hyper-heuristics trained on Set 1 (15× 15)
for 10, 100 and 1000 iterations, and repeating 30 times. Data are shown for
training and testing sets.

executed for those data and revealed no significant statistical
difference between them (Table VI). Hence, both training
procedures are equivalent and tend to generalize equally well.

TABLE VI
WILCOXON’S SIGNED RANK SUM TEST FOR HYPER-HEURISTICS TRAINED
ON SET 1 WITH 100 ITERATIONS AND ON SET 2 WITH 1000 ITERATIONS,

AND TESTED ON SET 3.

Parameter Training Testing

α 0.05 0.05
Tails 2 2
W 207 152

Wcrit 120 120

Result No difference No difference

In addition to the statistical inferences, we analyzed the
computing time for each run of every training scenario, as
Table VII details. By working with small instances (Set 2),
we can reduce training time in more than half (56.7%) without
significantly jeopardizing hyper-heuristic performance. In fact,
the median performance on the testing set with both scenarios
is virtually the same (with a difference of 0.01). Actually, one
of them is basically zero. Hence, they match the performance
level of the Oracle (see Section III-F). Therefore, it is possible
to train hyper-heuristics with sets composed of small instances
to speed up the training process. Conversely, this time gain
could be employed to feed more training data to the model,
striving to achieve more robust hyper-heuristics.

VI. CONCLUSIONS AND FUTURE WORK

In this work, we analyzed the effect of instance size on
the performance of hyper-heuristics (HHs) implemented for
Job Shop Scheduling (JSS) problems. For that purpose, we
used Simulated Annealing (SA) to train hyper-heuristics. We
conducted several experiments on two sets of 30 instances with
sizes of 15×15 and 5×5, and each experiment was repeated 30
times for ensuring statistical significance. In addition, we also
considered three different values for the number of iterations,
10, 100 and 1000, to figure out the influence of iterations while
training. Subsequently, the generated hyper-heuristics were

TABLE VII
TIME REQUIRED TO TRAIN A SINGLE HYPER-HEURISTIC WITH DIFFERENT
INSTANCE SIZES AND NUMBERS OF ITERATIONS, USING THE PROCESSOR

DESCRIBED IN THE METHODOLOGY. VALUES IN BOLD REPRESENT
CONFIGURATIONS WITH EQUIVALENT PERFORMANCE WHEN TRAINING ON

PROBLEMS OF DIFFERENT SIZE.

Instances (size) Iterations Time

Set 1 (15× 15)
10 3 min
100 15 min
1000 2.5 h

Set 2 (5× 5)
10 6 s
100 45 s
1000 6.5 min

tested on a set with five unseen instances of size 15× 15. All
training instances used in this work were generated according
to the scheme reported by Taillard in [29]. Testing instances
were selected directly from the aforementioned work, as they
represent the most difficult ones among the instances gener-
ated by Taillard [29]. Results allowed us to outline several
interesting facts that are summarized next.

When considering a fixed number of iterations, training with
large problems has no relevant benefits. Similar performance
levels were achieved for hyper-heuristics trained with small
problems (5× 5) and with larger ones (15× 15), as shown in
Figure 3. This assertion was corroborated with a Wilcoxon’s
ranked sum.

As expected, the best performing hyper-heuristics were
achieved when training on similar problems (i.e., 15 × 15),
and for the highest number of iterations (1000), cf. Figure 6.
Most of these HHs outperformed their corresponding synthetic
Oracle. But, the cost of training a single hyper-heuristic was
too high (about 2.5 hours per replica). We noticed that this
drawback can be diminished by reducing the number of iter-
ations, lowering training time to 15 minutes per replica. But,
hyper-heuristic performance is jeopardized. However, another
approach is to keep the number of iterations (1000) but to
train in smaller problems (i.e., 5× 5). This way, performance
is also worsened (to a similar degree), but a single HH can now
be achieved in 6.5 minutes. In fact, a Wilcoxon’s ranked sum
test (α = 0.05) revealed that there is no statistically significant
difference between the performance of both approaches. Thus,
it represents an advantageous opportunity. We believe that the
reason for this behavior rests in the distribution of features,
as was shown for the problem instances considered in this
work. Thence, we consider that by using a set of training
instances with small problems is a worthwhile approach to
training hyper-heuristics. In doing so, the training process may
be faster. Conversely, the time gain may be used for increasing
the number of training samples or the number of iterations,
thus leading to better solvers.

Furthermore, we realized that the instance size directly
impacts how a hyper-heuristic reads the state of a problem,
which affects the training process. Data suggest a link be-
tween such a phenomenon and the features used to represent



Fig. 6. Performance achieved by hyper-heuristics trained with 30 instances of size 5×5 and 15×15 for 10, 100 and 1000 iterations, and repeating 30 times.
Highlighted boxes represent two configurations with similar performance.

the problem. Then, when mapping the feature space, small
instances become more disperse than larger ones. This makes
it easier for the optimizer to find a feasible set of rules
and actions, i.e., a hyper-heuristic. However, this effect may
not be exclusive to JSS problems, so we plan to explore
other domains while focusing on this phenomenon. Finally,
this work naturally branches into two additional lines worthy
of future studies. The first one is to continue exploring the
influence of instance size over hyper-heuristic training; the
other one is to study the implications of using a different set
of features to characterize the problem state.
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