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Abstract. The constraint satisfaction problem (CSP) is a generic prob-
lem with many applications in different areas of artificial intelligence and
operational research. When solving a CSP, the order in which the vari-
ables are selected to be instantiated has a tremendous impact in the cost
of finding a solution. In this paper we explore a novel type of heuristic
that combines different features that describe the current state of the
instance to decide which variable to instantiate next. A generational ge-
netic algorithm is used to automatically tune the parameters used by
these new heuristics. This paper contributes to the development of new
heuristics that can be either very specialized to one class of instances,
or general enough to deal with different classes of instances with an ac-
ceptable performance.
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1 Introduction

A CSP is defined by a set of variables X, where each variable is associated a
domain D of values subject to a set of constraints C [25]. The goal is to find a
consistent assignment of values to variables in such a way that all constraints
are satisfied, or to show that a consistent assignment does not exist. There
is a wide range of theoretical and practical applications of CSPs that include
scheduling, frequency assignment, micro-controller selection and pin assignment,
among others (see for example [9] and [4]).

In CSPs, the selection of the next variable to instantiate determines the
way the solution space is explored. Different orderings for instantiation of the
variables produce different exploration patterns, and different patterns have dif-
ferent costs 1. Then, if we decide correctly, we can find a solution which cost

1 In this research, we refer to the cost of finding a solution, not the cost of the solution
itself. All the solutions to one instance are equally valid because the problem is
treated as a combinatorial one. The cost of the search can be measured in terms of
time, expanded nodes or consistency checks, to mention some.
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is smaller than the others. The general idea in this investigation is to describe
a methodology to automatically produce variable ordering heuristics based on
the combination of the criteria of existing ones. The approach produces a linear
combination of the features that describe the variables within a CSP instance
and uses that combination to rank each variable and decide the next one to be
instantiated.

This paper is organized as follows. Section 2 presents a brief survey of works
relevant to this research. In Sec. 3 some important heuristics and the features
they use to order the variables are discussed. The methodology proposed is
described in detail in Sec. 4. The experimental set up and the main results are
presented in Sec. 5. Finally, the conclusion and future work of this investigation
are discussed in Sec. 6.

2 Background

In the last years we have witnessed a rapid growth of developments oriented to
improve how heuristics work. Two trends are clearly identified: methods that op-
timize the use of existing heuristics and methods that construct new heuristics.
Regarding the methods that optimize the use of existing heuristics they produce
a mapping between the states of the problem and a feasible heuristic. These
methodologies maintain a set of heuristics and then, as the problem changes,
decide which heuristic to apply. Examples of these methodologies include dy-
namic algorithm portfolios like CP-Hydra [18, 20] and ACE [10] and selective
hyper-heuristics [8, 19, 23]. On the other hand, methodologies that produce new
heuristics identify critical parts of existing heuristics to produce new ones [6, 7].
In this paper we will explore the second trend, the one that produces new heuris-
tics based on some components of existing ones.

Our approach is related to the automated parameter tuning problem, which
consists in adjusting the parameters of an algorithm without the intervention of
the user [22]. As we will see later, the approach proposed represents heuristics as
functions. These functions are very similar to the ones used by linear regression
(in linear regression these functions are known as hypotheses). Although the rep-
resentation of the functions is similar, the mechanisms to adjust the parameters
are completely different. In the case of linear regression, as a supervised learning
mechanism, it requires training examples. In our approach, we do not need any
training examples, because our model is unsupervised. To perform the tuning of
the parameters, we use a generational genetic algorithm [8, 13].

In the domain of CSPs, one of the first ideas about automatic heuristic gener-
ation was proposed by Minton et al. [16]. Their system, MULTI-TAC, produced
programs that represented heuristics designed for systematic algorithms. More
recently, Bain et al. [2, 3] proposed the use of genetic programming to gener-
ate heuristics for CSPs. The authors proposed a representation that allows the
generation of heuristics by combining individual functions and terminals that
required some existing heuristics to be broken down into their component parts.
The main difference between their work and the one presented in this document
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is the set of features used to construct the heuristics. Bain et al. [2, 3] use fea-
tures that obtain information from the whole instance, while we use information
of each individual variable. Although both approaches rely on evolutionary al-
gorithms to produce heuristics, the representation of the heuristics produced is
completely different for both approaches.

3 Descriptors and Variable Ordering Heuristics

Although heuristics that decide the next variable to instantiate are referred to
as “variable ordering heuristics” in the literature, we do not think this is the
correct term to describe what these heuristics currently do. The term comes
from the first works on CSPs where the variables were ordered before the search
and the order was kept until the search was over. Nowadays, this ‘ordering’ is
performed via a dynamic fashion, where the heuristics decide, at each stage of
the search, which variable will be instantiated next. Then, if a heuristic orders
all the variables at a certain point of the search, it will only use the first one of
the list, because it has no guarantee that once that variable is instantiated, the
ordering at the next stage of the search will remain as it was in the previous
one. The properties of the instances change as the search progresses and so
the decisions made by the heuristics. For this reason, and to help explaining
some concepts in this investigation, we will assume that all the variable ordering
heuristics described in this document return only one variable at the time, the
next one to be instantiated. This assumption simplifies our analysis without loss
of generality.

Input: X = {x0, x1 . . . , xn} , f(x)
[index, value] ← min(f(x0), f(x1), . . . , f(xn)))
return xindex

Fig. 1. Generic heuristic model

In a general way, we can see any variable ordering heuristic as a procedure
that receives a set of uninstantiated variables X and a heuristic function f(x);
and returns the variable to instantiate. Thus, each specific heuristic ranks the
variables in X according to the values returned by f(x), ∀x ∈ X. Depending
on how the heuristic is designed, the heuristic will prefer variables with large
values of f(x) over smaller ones, or vice versa. By changing the sign of the val-
ues returned by f(x) we can automatically invert the preference of the heuristic.
With this idea on mind, we propose the generic heuristic model shown in Fig. 1.
Given the proper function f(x), this generic heuristic interpreter is able to repre-
sent any specialized heuristic. For example, the min-domain heuristic [5] prefers
the variable with the minimum domain size. In our generic heuristic model, the
heuristic function for min-domain is f(x) = dom(x), where dom(x) returns the
domain size of variable x. Thus, min-domain will instantiate first the variable
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that minimizes f(x) among all the uninstantiated variables. If we decide to se-
lect the variable that maximizes f(x), we obtain a different heuristic known as
max-domain but, based also on the domain size. By using the generic heuris-
tic interpreter described in Fig. 1, max-domain should be implemented by the
function f(x) = −dom(x). Similar functions can be defined for other variable
ordering heuristics by using different features. This simple example shows how
we can represent two simple heuristics by using our generic heuristic model and
the proper function f(x). In the case of min-domain and max-domain, f(x) only
considers one feature of the variables, the domain size. To produce more com-
plex heuristics, more information needs to be obtained from the variables. Each
one of these pieces of information is gathered by what we call ‘descriptors’ that
extract information from the variables at a certain point of the search. In the
next lines we will present the descriptors proposed for this investigation.

Constraint Density, p1(x). The constraint density of a variable is defined as the
proportion of constraints with other variables over the maximum number
of bidirectional constraints the variable can participate in. Given a CSP
instance with n variables, the maximum number of bidirectional constraints
for a variable is n−1. No unary constraints are considered for this calculation.
Then, p1(x) is calculated as the degree of the variable, deg(x) (the number of
constraints with other uninstantiated variables) over the maximum number
of possible constraints: p1(x) = deg(x)/(n − 1). If we select the variable
with the largest constraint density we obtain the max-density heuristic (also
known as deg [24]), which prefers the variable involved in the largest number
of constraints.

Constraint Tightness, p2(x). The constraint tightness indicates the proportion
of conflicts within the constraints in which the variable is involved. A conflict
is a pair of values 〈a, b〉 that is not allowed for two variables at the same time.
Should we prefer the variable with the largest constraint tightness we would
obtain the max-tightness heuristic.

Domain size, ˆdom(x). As mentioned before, selecting the variable that mini-
mizes dom(x) gives place to the min-domain heuristic [5]. To restrict the

range to the interval [0, 1], we use ˆdom(x) instead of dom(x), where ˆdom(x)
is defined as the domain size of variable x divided by the maximum domain
size among all the currently uninstantiated variables. This normalization
does not modify the behaviour of the heuristic but improves the automatic
learning process.

Kappa, κ̂(x). Inspired in the κ factor that estimates how restricted a problem
is [12], we propose a similar measurement to be used as a descriptor for each
variable. κ(x) is calculated as:

−
∑

cj∈Cx
log2(1− pcj )

log2(dom(x))
(1)

where cj is a constraint where x is involved and prohibits a fraction pcj of
tuples in the constraint. If we prefer the variable that maximizes the value of
κ(x), we obtain the max-kappa heuristic [12]. To normalize the values of κ(x)
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we proposed that, for values of κ(x) ≤ 5, the normalized value κ̂(x) = κ(x)/5.
Larger values of κ(x) will produce κ̂(x) = 1. This normalization was inspired
in results obtained from preliminary studies with the descriptors.

Additionally to these heuristics, we have also included the standard heuristic
min-domain/max-density (referred to as dom/deg in [5]). This heuristic became
popular because of its simplicity and because it combines two features by using
a quotient, f(x) = ˆdom(x)/p2(x). We have decided also to include this heuris-
tic for the experimental phase because of the fact that it is indeed, a heuristic
that exploits the use of more than one descriptor to discriminate among vari-
ables. Thus, a total of five variable ordering heuristics have been considered
for this investigation: max-density, max-tightness, min-domain, max-kappa and
min-domain/max-density. In addition to these variable ordering heuristics, the
values are ordered according to the min-conflicts heuristic [17]. Once a variable
is selected for instantiation, the first value to be tried is the one more likely to
success, the one that participates in the fewer conflicts (forbidden pairs of values
between two variables). In all cases, lexical ordering is used to break ties.

4 Automatic Generation of Heuristics

We have observed that different descriptors and their combinations allow us to
produce different heuristics. Nevertheless, it is not clear which descriptor is more
suitable to describe the current problem state and then, make a good decision
about the next variable to instantiate. In this paper we propose a new heuristic
representation that uses the linear combination of the descriptors presented in
Sec. 3 to decide which variable to try next. All the descriptors are used to
obtain information about the variables, but a vector of weights determines the
importance of the descriptors to make the decision. Let s(x) be the vector that
contains all the values of the descriptors for variable x at a certain point of the
search, and w a vector of weights (the tuned parameters of the heuristic). Thus,
we define the heuristic function as: f(w, s(x)) = w ·s(x). As we can observe, the
values of the vector of weights w are the same for all the variables, regardless of
the instance. What changes at each step of the search are the values of the vector
of descriptors s(x). Each heuristic makes decisions based on its internal heuristic
function and the heuristic generic interpreter that decides how to deal with the
values of the heuristic function. Depending on how the heuristic is designed, it
may prefer large or small values of f(x). The representation proposed for the
heuristic function allows both preference schemes. Let us assume that our generic
heuristic model prefers the variables with small values of f(w, s(x)). Then, min-
domain (which prefers the variable with the smallest domain size) will be defined

by w = (1) and s(x) = ( ˆdom(x)). When f(w, s(x)) is calculated, variables with
small domain sizes will return small values, and because the heuristic prefers
small values of f(w, s), it will behave exactly as min-domain. On the contrary,
if w = (−1), variables with large domain sizes will obtain large negative values
from the heuristic function f(w, s(x)) and the heuristic will behave as max-
domain.
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All the weights in w lie in the range [−1, 1]. Also, all the components of
the vector of descriptors s(x) lie in the range, [0, 1). Because of this, given k
descriptors to define the state of the variables, the values f(w, s(x)) can produce
are always in the range (−k, k).

4.1 The Genetic Algorithm

To generate new heuristics, we propose the use of a genetic algorithm to adjust
the values in w according to the set of descriptors provided. In our implementa-
tion, a generational genetic algorithm with memory was used, but other imple-
mentations may be considered in the future (for example a steady state genetic
algorithm or a messy one). The memory is implemented as a mechanism to al-
ways keep the best configuration so far. In this way, if the evolutionary process
removes a good individual from the population, we can always use the memory
to recall that the best configuration was found before but it is no longer part of
the population.

In our genetic algorithm, each individual encodes the values of the vector of
weights w. Then, each individual determines the way in which the descriptors
are to be considered by the heuristic function f(x) and how the heuristic will
behave. The individuals are coded by using binary strings, as in standard genetic
algorithms. This representation allows us to use standard crossover and mutation
operators. Each weight in w is given 10 bits of the individual. As we can see, the
length of the individuals is fixed to 10k given the number of descriptors, k (where
k = 4 in this investigation). Because there are 10 bits to represent each weight
of the descriptor, there are 1024 possible values that can be represented. We
divided the range [−1, 1) in 1024 uniform steps and (each one of 0.001953125)
and according to the value coded in the individual for that weight, the individual
is interpreted. For example, if the string corresponding to one component in w
is 1100110110 (822 in base 10), the decimal value of that weight is calculated
as −1+ (2/1024× 822), which results in -0.6055. When the initial population is
created, all the individuals are randomly initialized (’0’ and ’1’ have the same
probability of occurring in the string). The fitness of the individuals is calculated
as the inverse of the cost of using the vector of weightsw coded in that individual
to solve all the instances in a training set. The cost is given in terms of consistency
checks (the number of revisions of the constraints). Thus, the best individual
should minimise the number of consistency checks to solve the whole set. Three
genetic operators are used in this investigation. Tournament selection of size two
is used to select to parents for crossover. Once the parents have been selected,
there is a probability of 0.9 that they are combined. If crossover takes place, the
parents are combined by using a standard one-point crossover operator and the
new individuals are included in the new population. If crossover does not occur,
the parents are incorporated to the new population without any changes. For
mutation, all the bits in the strings have the same probability of being affected,
0.0001. When this is the case, the value of the bit is changed to its complement.
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5 Experiments and Results

In this section we present the instances used and a detailed description of the
experiments conducted. In all cases, the CSP solver used is one implemented in
Java by the authors. For all the experiments, the constraint propagation method
used was AC3 [15], while backjumping [11] was always used as the strategy for
backtracking. All the experiments were conducted on an Intel 8 Core Windows
machine with 16 GB of memory.

5.1 Description of the Instances Used

For this research we have only considered those CSPs in which the domains
are discrete, finite sets and the constraints involve only one or two variables
(binary constraints). Rossi et al. [21] proved that for every general CSP there
is an equivalent binary CSP. Thus, all general CSPs can be reduced into a
binary CSP. All the random instances used in this investigation were produced
with model F. In model F [14], we select uniformly, independently and with
repetitions, a proportion p1 × p2 conflicts out of the m2n(n− 1)/2 possible. We
then generate a constraint between each pair of connected variables in the graph
until we have exactly p1 × n× (n− 1)/2 edges and throw out any conflicts that
are not between connected variables in this graph. Model F has proved to be
one of the most robust random CSPs generators because it is a generalization
of the well studied model E [1]. The values of p1 and p2 used for the generation
of the instances should not be confused with the descriptors p1(x) and p2(x). In
model F, p1 and p2 determine the constraint density and tightness of the instance
generated while our descriptors provide information regarding each variable.

With model F we produced three simple classes of random instances based on
the constraint density (sparse or dense) and tightness (high or low) of the whole
instance. All the instances have 25 variables and 10 values in their domains. The
values of p1 and p2 were randomly selected according to one of the following:
class A (sparse constraints, low tightness) p1 = [0.2, 0.3], p2 = [0.2, 0.3]; class
B (dense constraints, low tightness) p1 = [0.7, 0.8], p2 = [0.2, 0.3] and class C
(dense constraints, high tightness) p1 = [0.7, 0.8], p2 = [0.7, 0.8]. Sets A and B
both contain instances with low tightness while classes B and C contain instances
with dense constraints. For each class we produced two sets, one for training the
new heuristics and the other used exclusively for testing purposes. Each set is
named according to the class of instances it contains. Then, we produced six
instance sets: training sets A, B and C; and test sets A, B and C. Each training
set contains 25 instances while the test sets contain 500 instances each. Thus, a
total of 1575 instances were generated and analysed in this research.

5.2 Generating New Heuristics

For the first experiment we produced three heuristics for each set of instances.
Each run of the genetic algorithm produces a heuristic. Thus, nine runs of the
genetic algorithm were conducted to obtain the nine heuristics analysed in the
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first experiment. For each run, the genetic algorithm ran for 50 generations
with a population size of 30 individuals. The heuristics produced were trained
with instances from one specific class. Table 1 shows the results obtained from
this experiment. Each cell in the table indicates the percentage of consistency
checks saved or added by using each heuristic produced with respect to the best
standard heuristic for each set. For example, HA1, which is the first heuristic
produced by our approach when set A was for training, reduced the number of
consistency checks required by the best heuristic for class A in 5.08% (the max-
density heuristic obtained the best results on class A). The same heuristic, HA1,
when applied to test set A achieved a reduction of 4.52% with respect to the best
heuristic. Negative numbers indicate a reduction (the heuristic produced was
better than the best standard heuristic) and positive numbers indicate additional
consistency checks with respect to the best standard heuristic. The best results
from the heuristics produced by our approach are marked in bold. The best
heuristic for class A was max-density, both on the training and test set. Training
set B was best solved by using min-domain/max-density, but max-kappa showed
the best performance on test set B. Max-kappa obtained the best results for class
C among all the standard heuristics.

Table 1. Performance of each heuristic produced against the best standard heuristic
on each set (positive numbers indicate the percentage of consistency checks saved with
respect to the best heuristic and negative numbers indicate the percentage of additional
consistency checks with respect to the best heuristic).

Training Test
Heuristic Set A Set B Set C Set A Set B Set C

HA1 -5.08% 1056.17% -2.04% -4.52% 381.61% -1.03%
HA2 -5.09% 283.01% -2.04% -4.25% 166.83% -2.18%
HA3 -5.20% 309.27% -2.04% -4.28% 173.00% -2.14%

HB1 7.34% -8.79% 5.46% 6.36% -20.16% 2.06%
HB2 7.83% -10.95% 3.98% 6.51% -19.72% 2.03%
HB3 7.24% -10.28% 0.58% 6.50% -24.33% 1.63%

HC1 19.08% 22.41% -7.40% 15.86% 11.41% -4.70%
HC2 20.76% 21.65% -7.34% 15.75% 16.12% -5.23%
HC3 15.72% 18.09% -7.65% 12.89% -1.52% -4.86%

It is not surprising that heuristics trained for one specific class obtain the
best results on that class in most of the cases, both on training and test sets.
The approach proposed is able to produce very competent heuristics for specific
classes of instances, but fails (in general) to produce heuristics that can be
applied to different classes of instances. These heuristics seem to deal correctly
with unseen instances of the same class that was used for training, but tend
to perform poorly when tested on instances from other classes. In general, the
approach produces very specialized heuristics, suitable for instances of the same
class used for training. This is useful if we have, in advance, some idea about the
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classes of instances that are required to be solved. Thus, we have found evidence
that supports the idea that the approach can be used to train on a small subset
of instances from a specific class and then, use the specialized heuristic to solve
the rest of the instances.

5.3 Generalizing Heuristics

In the previous experiment we found evidence that supports the idea that the
approach produces competent heuristics for specific classes of instances. Now,
the question is how to make them more general and reusable for different classes
of instances.

Heuristics produced by using only one class during the training phase suffer
from being over-specialized for such class. They have problems to generalize
and being reusable for other classes of instances. In this experiment, we deal
with this problem by using combination of classes during the training. In this
way, six composed sets of instances were constructed with the instances defined
in Sec. 5.1. Training sets AB, BC, and ABC; and test sets AB, BC and ABC
were constructed to be used in this new experiment. The sets are formed by the
instances used in the previous experiment. For example, test set BC contains
the instances from training sets B and C. As we mentioned before, some classes
share some properties (for example, classes A and B contain instances with low
tightness constraints). We want to observe if the heuristics trained with these
new sets are better adapted for dealing with instances of different classes. Also,
training set ABC and test set ABC were generated for this experiment. Sets
ABC, contain all the instances used so far. We have the belief that heuristics
trained on this set would be less specialized (less reduction with respect to the
best heuristic, but very consistent among the three classes of instances). As in
the previous experiment, three heuristics were produced for each composed set.

Table 2. Performance of each heuristic produced against the best standard heuristic
on the composed sets (positive numbers indicate the percentage of consistency checks
saved with respect to the best heuristic and negative numbers indicate the percentage
of additional consistency checks with respect to the best heuristic)

Training Test
Heuristic Set AB Set BC Set ABC Set AB Set BC Set ABC

HAB1 -6.49% -4.75% -4.86% -3.15% -2.82% -2.77%
HAB2 -6.68% -5.01% -4.96% -9.85% -7.23% -6.73%
HAB3 -9.96% -6.32% -6.66% 9.81% 6.15% 5.25%

HBC1 -7.12% -5.24% -5.19% -10.05% -7.38% -6.94%
HBC2 -8.23% -5.31% -5.76% 0.90% 0.33% -0.09%
HBC3 -9.71% -5.62% -5.28% -20.86% -13.65% -12.58%

HABC1 -8.85% -5.73% -6.08% -4.39% -3.24% -3.36%
HABC2 -8.87% -5.82% -6.09% -4.97% -3.66% -3.72%
HABC3 -9.63% -5.57% -5.23% -17.87% -11.57% -10.63%
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The results suggest that sets AB (both training and test) are very easy to
solve by most of the heuristics produced when the genetic algorithm uses the
composed training sets as inputs. Only HAB3 and HBC2 fail to generalize on
test set AB, where they do not achieve reductions in the cost when compared
against the best heuristic for the same set.

With the change in the training sets, the approach produces heuristics that,
in general, reduce the cost of the search on all the instances used for training,
regardless of the set used. Nevertheless, when analysed on the test sets, these
heuristics are not always as competent as they were on the training sets (see for
example HAB1, HAB2 and HAB3) The problem with these heuristics is that they
are very specialized for some hard instances in the training sets. For example,
if one heuristic gets specialized for the hardest instances in one of the sets, it
is likely that that heuristic also performs well on a composed set that contains
those instances. But, once we present the heuristic new instances, the heuristic
may be so specialized for the hard instances it has already solved that fails to
solve the new instances.

In order to understand how these heuristics perform, we present a brief anal-
ysis of HBC3 and HABC3. These heuristics obtained the most relevant results on
the composed sets.

HBC3 = −(0.877)p1(x) + (0.410)p2(x) + (0.283) ˆdom(x)− (0.193)κ̂(x)

HABC3 = −(0.994)p1(x) + (0.547)p2(x) + (0.326) ˆdom(x)− (0.232)κ̂(x)
(2)

These heuristics have very similar vectors of weights and then, we expect their
decisions to be similar. HBC3 and HABC3 should be interpreted in the following
way. First, recall that the general heuristic model used in this investigation is
using a minimisation approach. Because it has the largest coefficient, p1(x) is
the most relevant descriptor, followed by p2(x). Because of the differences in the
values of the two most important coefficients (a proportion of 2 to 1), most of the
decisions will be mainly based on the values of p1(x) of the remaining variables.
Nevertheless, the combination of the values of the remaining descriptors makes
these heuristics to behave in a different way than the max-density heuristic.
In a very abstract way (and based only on the signs of the coefficients), these
heuristics will instantiate first the variable involved in the largest number of
constraints, with the fewer conflicts among the constraints where it is involved,
with a small domain and with a large value of κ̂(x). Because these heuristics are
combining the criteria of the single heuristics we expect the combination to be
somehow similar to the decisions made by the single heuristics (see Sec. 3 for
more details). It is interesting to notice that the way to consider the constraint
tightness is inverse to the recommendation of the single and accepted heuristic
(max-tightness prefers the variables with the largest values of this descriptor).
Also, we are presenting a very simple and straight forward interpretation of the
heuristic. The exact interactions between the descriptors –defined by the values
of the weights and not only their signs– is what gives the new heuristics their
strength.
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6 Conclusion and Future Work

This paper describes a methodology to produce heuristics for variable ordering
within CSPs by using components of standard heuristics taken from the liter-
ature. The components of these standard heuristics are the descriptors of the
variables. The approach is able to generate specialized heuristics that reduce the
cost of the search when compared against good quality standard heuristics on
the same instances, but more research is still needed to prove the real advantages
and limits of the approach. The genetic algorithm produces heuristics that per-
form well on unseen instances of the same classes used for training. We observed
that including more diverse instances in the training sets is, in general, a way to
produce more flexible heuristics that are capable of performing well on different
classes of instances.

We have represented the heuristics as general procedures that take two in-
puts: the set of uninstantiated variables and a heuristic function. In this investi-
gation, we used a generic heuristic interpreter for a minimisation problem. One
important question derives from the use of this interpreter for the heuristic func-
tion. How would the use of a more complex interpreter affect the performance
of the heuristic? Let us assume that the generic heuristic model prefers large
values of f(x) at the beginning of the search and small ones for the last stages.
This slightly modified version of the generic heuristic interpreter can produce
an algorithm that switches from one heuristic to the opposite one without any
other change to the model. We consider this flexibility of the approach another
important contribution of this investigation.

By analysing the results, we have identified a potential drawback in the cur-
rent implementation of the genetic algorithm to update the vector of weights.
The fitness function, as it is currently designed, aims to reduce the cost of a
heuristic on the instances in the training set. This seemed to be the ‘natural’
way to measure the quality of the heuristics. But, this approach tends to produce
over-fitted heuristics for the instances in the training set. The reason is simple:
attempting to reduce the overall cost, the heuristic that best solves the hardest
instances in the training set receives the highest values from the fitness function.
Thus, if there is one hard instance in the training set, the fitness function will
reward competent heuristics for such instance, regardless of their performance
on other instances from the training set that may be easier to solve. The problem
with the fitness function is even more important when we deal with composed
training sets. In general, the use of composed sets facilitates the generalization
of heuristics. But, if there is the case that a small subset of really hard instances
are contained in two or more of the sets that form the composed one, and the
evolutionary process specializes the heuristics for such instances, then we can
expect those heuristics to perform well on the training sets but to fail to gener-
alize to unseen instances. In this case, the heuristics only learn how to solve well
a very small subset of specific hard instances. We consider to change the design
of the fitness function as part of the future work.

Finally, we are interested in extending our results to include real instances
to prove the effectiveness of the model to solve structured instances.
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