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Abstract. Hyper-heuristics have risen as a recurrent method to solve
combinatorial optimization problems since they use a set of heuristics se-
lectively according to the problem state. Although many ideas have been
developed to produce hyper-heuristics, a recent trend involves treating
the heuristic selection problem as a classification one. This allows the
introduction of machine learning elements into the hyper-heuristic pro-
cess. This work explores creating hyper-heuristics using Machine Learn-
ing classifiers to solve the Knapsack Problem, a fascinating and well-
studied combinatorial problem. We propose two approaches to these
hyper-heuristics: a dynamical approach, where the hyper-heuristic may
change heuristics throughout the whole solving process, and a static ap-
proach, where the hyper-heuristic makes one initial choice of heuristic
and no further changes are allowed. Our results confirm that hyper-
heuristics powered by machine learning techniques can deal with the
Knapsack problem and obtain competent results. Besides, we also ob-
served a clear superiority in the performance of the hyper-heuristics run-
ning under the static approach concerning the dynamic counterpart.

Keywords: Machine Learning - Heuristics - Hyper-heuristics - Knap-
sack Problem.

1 Introduction

When solving an optimization problem, we have to make choices. One primary
choice concerns how much we are willing to ‘invest’ to solve such a problem and
our expectations about the solutions. For example, we may be tempted to invest
a lot and use tailor-made algorithms so that the solution for one particular
instance of the problem is solved in the best possible way. In other cases, we
could just apply a general solver that consumes fewer resources and be satisfied
with a valid solution of acceptable quality. Although there are many scenarios
to explore, in this work, we focus on the one where we aim for solutions of
acceptable quality for various instances of the problem. We are not interested
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in the best possible solver for one particular instance but a method capable of
performing “well enough” over various types of instances of a problem.

Hyper-heuristics, or “heuristics to choose heuristics” [5], have proven suitable
for the scenario described before since they create a mapping between problem
states (characterized by some problem features) and suitable heuristics. In other
words, they intelligently apply existing heuristics to improve the quality of the
solutions. This work proposes developing hyper-heuristics to solve the Knap-
sack Problem. This widely studied combinatorial optimization problem remains
relevant nowadays due to its many applications in different fields, such as produc-
tion planning, health care, financial modeling, and computer networks [1}/4.|6].
Although many versions of the Knapsack Problem exist, this work explores its
most straightforward version, the 0/1 KP, where each item has only two options:
to be packed or left out of the solution set [1]. Since we will only refer to this
version of the problem, we will simply refer to this problem as KP. The KP
consists of (1) items, each with a profit and weight, and (2) a knapsack with a
particular capacity. Solving the problem requires finding a subset of items that
maximize the overall profit without breaking the knapsack’s capacity.

As described before, we propose using a hyper-heuristic (HH) to solve the KP.
The hyper-heuristic must learn when to apply one heuristic based on the problem
state under exploration. Various strategies, such as ant colony optimization [§],
genetic programming [7], fuzzy logic [14], and reinforcement learning |21}, have
already been used to generate hyper-heuristics for solving the KP or some of
its variations. However, an almost unexplored trend in hyper-heuristics, used in
other problem domains, treats the heuristic selection problem as a classification
one. Under this perspective, the hyper-heuristic assigns a set of features to a
suitable class, which is nothing but a heuristic [15,16]. To the authors’ knowledge,
this approach has yet to be explored for the KP.

The remainder of this document is organized as follows. Section [2] mentions
the existing solution methods for the KP. Section [3] describes the solution model
and its operation. Afterward, the experiments and results can be found in Sect.
Finally, Sect. [5| presents the conclusion and some ideas for future work derived.

2 Background and Related Work

We start this section by briefly defining the KP. The KP contains a set of items.
Each item is associated with a weight and profit. When solving the KP, the
objective is to select a subset of items that maximizes the total profit with-
out exceeding the knapsack’s capacity. The KP is challenging and recurrent
in Combinatorial Optimization (CO) [19], and the literature is rich in meth-
ods for solving such a problem. We can broadly classify the solving methods
as exact and approximation ones. Exact methods guarantee to find the opti-
mal solution if enough time is provided. However, this is only possible in some
practical (and rather) cases. Some examples of exact methods include: linear
programming [2|12], branch and bound approach [10}[23], dynamic program-
ming [3l/9]. As mentioned earlier, these methods can offer optimal solutions only
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to small-scale instances, which limits their application to practical cases. Re-
garding approximation methods, we can mention heuristics, metaheuristics, and
hyper-heuristics. Heuristics are usually known as “rules of thumb” that use little
computational resources to find an acceptable solution. Heuristics are problem-
dependent; they cannot be used generically for different problems. Metaheuris-
tics work on a higher level than simple heuristics in different problem domains,
unlike simple heuristics [24]. Hyper-heuristics, on the other hand, work at an
even higher level [14}]17,20]. Instead of exploring the solution space, they select
or generate low-level heuristics suitable for the current problem being solved.
Those heuristics will be responsible for solving the problem.

3 Solution Approach

As mentioned before, our solution proposal uses some popular classifiers to pro-
duce HHs that map the problem state of a KP instance to a suitable heuristic
to apply. Before describing how the hyper-heuristic model works, we introduce
some vital elements of such a proposal.

3.1 The Features

This work characterizes the instances using three straightforward features. It is
relevant to note that these features are dynamic. Every time an item is packed,
the values for these features change for what remains of the instance.

Profit (P). This is the average profit of all the remaining items in the instance
divided by the maximum profit among all the remaining items.

Weight (W). This represents the average weight of all the remaining items in
the instance divided by the maximum weight among all the remaining items.

Correlation (C). It estimates the correlation between the profits and weights
of the remaining items in the instance. Since correlation is calculated using
the Pearson correlation coefficient, which lies in the range [—1, 1], we divide
it by two and add 0.5. This adjusts the range of this feature to [0, 1], as with
the first two features described.

3.2 The Heuristics

As in other heuristic-based works that solve the KP, deciding which item to
pack next is done by applying heuristics iteratively, one item at a time. For
this purpose, we have considered four heuristics, which are briefly described as
follows:

Default (DEF). DEF packs the items following the order established in which
they appear in the instance (no additional ordering is conducted on the
items).
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Minimum Weight (MINW). MINW prefers the item with the smallest weight.
Then, MinW prioritizes lighter items, allowing the selection of the most
lightweight items that still fit within the knapsack’s capacity.

Maximum Profit (MAXP). MAXP chooses the item with the largest profit.
It uses a greedy approach to fill the knapsack.

Maximum Profit per Weight (MAXPW). MAXPW prioritizes the profit-
to-weight ratio. It computes each item’s profit-to-weight ratio and selects the
items in decreasing order. So, the objects with the highest profit-to-weight
ratio are packed first.

3.3 The KP instances

In this work, we used synthetic KP instances produced with the algorithm pro-
posed by Plata et al. [18]. The instances are grouped into two sets: training and
testing E The training set contains 100 instances, while the testing set has 400.
All the instances in this work have 100 items and a maximum capacity of 64
weight units. We acknowledge that these sets may seem arbitrarily chosen or
small to achieve conclusive results. However, the main characteristic of the sets
produced for this work is that they are ‘balanced.” Thus, no heuristic is the best
option when considering all the instances throughout the sets. Each heuristic is
the best performer in 25% of the instances of each set. So, in each set, the in-
stances are also grouped in four subsets: SET_DEF, SET_MAXP, SET_MAXPW,
and SET_MINW, where the best performers are DEF, MAXP, MAXPW, and
MINW, respectively. The rationale behind this distribution is that no single
heuristic outperforms the other when considering the whole training or testing
set. This makes this scenario suitable to test hyper-heuristic performance.

3.4 Performance Metrics

As in other studies where the KP is studied, the profit of the solution is used
as a quality metric. The larger the profit (without exceeding the knapsack’s
capacity), the better the solution. To allow the comparison of various models,
and address the fact that some instances may result in larger profits than others,
we have normalized the results per instance. So, for each instance, the best
method obtains a normalized profit of 1 and the worst method, 0. Normalization
#%, where ¥ is a vector that contains the profits
obtained by different methods for a particular KP instance.

We will also use the success rate to evaluate the methods’ performance along
with the normalized profit. The success rate indicates the percentage of instances
where a method obtains the best possible result among all analyzed methods.
Although this seems similar to the concept of accuracy, commonly used in classi-
fication scenarios, the rationale behind them is different. For example, we cannot

is calculated as 7 =

! These instances are publicly available at https://bit.1ly/3wvxPly
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use the accuracy on our four heuristics since they do not perform any classifica-
tion process. Then, we calculate the proportion of instances where these heuris-
tics obtain the best result, and we use it to compare its performance against the
remaining methods.

3.5 Using Machine Learning to Power Hyper-heuristics

This work explores using ML techniques to produce hyper-heuristics that solve
the KP. To do so, we assume that choosing the most suitable heuristic at a
given moment can be seen as a classification problem. Under this perspective,
the hyper-heuristic is a classifier that chooses the correct class (a heuristic) given
a particular input vector (the normalized features that characterize the problem
state).

We propose two ways to apply such a classifier in this context. We will refer
to them as static and dynamic, and they work as follows.

Dynamic. A hyper-heuristic implemented under the dynamic approach can use
different heuristics when solving an instance. So, for each item, the hyper-
heuristic uses the problem characterization to choose a heuristic. When the
hyper-heuristic applies a heuristic to the instance (an item is packed), the
number of items reduces. As a consequence, the problem characterization
also changes. The hyper-heuristic process repeats until it packs the last item,
deciding which heuristic to apply for each item to pack throughout the solv-
ing process. The dynamic approach is the most common way hyper-heuristics
have been implemented in the literature [11}[13}/22].

Static. A hyper-heuristic from the static approach decides which heuristic to
use only once per instance when it selects the first item to pack. The selected
heuristic is used repeatedly until the instance is solved (no further changes in
the heuristic are allowed). This means that when the hyper-heuristic faces an
instance, it only uses the problem characterization to decide which heuris-
tic to apply for the initial state. Later, the problem characterization be-
comes useless since the hyper-heuristic will ignore it. Most of the works
that have used ML algorithms to produce hyper-heuristics implement this
approach [16].

4 Experimental Results

We used the training set described in Section to train the classifiers (the
hyper-heuristics). We produced five hyper-heuristics using five different ma-
chine learning techniques: k Nearest Neighbors (KNN), Logistic Regression (LR),
Multi-layer Perceptrons (MLP), Random Forests (RF), and Support Vector Ma-
chines (SVM). Thus, the five hyper-heuristics considered for the analysis are
KNN-HH, LR-HH, MLPC-HH, RF-HH, and SVM-HH, where the prefix indicates
the ML classifier used in each case. In all cases, we used Python’s Scikit-Learn
to implement the classifiers. For simplicity, we used the default configuration for
each algorithm.
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Once the hyper-heuristics were trained, we used them to solve the instances

in the test set. Thus, all the results presented from this point on correspond
exclusively to the testing set.

4.1 Analysis of the Success Rate

Before analyzing the success rate, imagine a hypothetical solver who always
makes the right heuristic choice. Let this method be called ORACLE. As ex-
pected, the ORACLE will always make the right choice, and its success rate will
be 100%. Of course, constructing the ORACLE is only possible after running all
the solvers on a particular instance and selecting the best outcome. In this case,
we have solved the instances in the test set using all the heuristics. Hence, we
can construct the ORACLE and use it for comparison purposes.
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Fig. 1: Success rate of the methods under study in the testing set (the hyper-
heuristics work using the dynamic approach).
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Fig.2: Success rate of the methods under study in the testing set (the hyper-
heuristics work using the static approach).

Figures [I] and [2| show the success rate of the methods studied in this work
for the dynamic and static approaches, respectively. For a deeper analysis, we
have shown each set’s contribution to each method’s success rate.

As mentioned in Section [3.3] the training and testing sets are composed
of subsets where one heuristic is the best performer. This explains why the
success rate of each of the heuristics is 25% since they obtain the best result
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only in their corresponding set. Regarding the dynamic approach (Figure (1)),
we observed that, as expected, the hyper-heuristics obtain a better success rate
than the heuristics. The best hyper-heuristic MLP-HH obtains the best result
in a little more than half the instances in the test set. These results support the
idea that using hyper-heuristics to solve the KP is good. When analyzing the
hyper-heuristics under the static approach (Figure , we observed a significant
improvement in terms of the success rate concerning the hyper-heuristics running
under the dynamic approach. Of course, the success rate of the heuristics remains
the same since it does not depend on the approach used by the hyper-heuristic.
Regardless of the outstanding behavior of the hyper-heuristics running under
the static approach, they all obtain a success rate below 80%. Then, there is
plenty of room for improvement in this regard.

4.2 Analysis of the Normalized Profit

In this section, we compare the performance of the methods considering the nor-
malized profit. The higher the normalized profit, the better the method’s perfor-
mance. Figure [3| depicts the distribution of normalized profits of the heuristics
and hyper-heuristics produced when used to solve the testing set under the dy-
namic approach.
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Fig. 3: Normalized profit of the methods under study in the testing set (the
hyper-heuristics work using the dynamic approach).

The hyper-heuristics under the dynamic approach reduce their performance
significantly. Although the medians of LR-HH, MLP-HH, and SVM-HH are
larger than that of MAXPW (the best heuristic in this set), the variance in
the results is larger than that of MAXPW. Comparing the means using a one-
tail Wilcoxon’s test fails to find enough evidence that supports the real median
of any of these three hyper-heuristics (LR-HH, MLP-HH, and SVM-HH) is larger
than MAXPW. In these tests, Hy states that the real median of the normalized
profits of MAXPW is larger or equal to that of the hyper-heuristic in turn. Con-
versely, H; states that the real median of the normalized profit of MAXPW is
smaller than the one of the heuristics in turn. So, small p-values suggest that
the corresponding hyper-heuristic outperforms MAXPW regarding the normal-
ized profit. So, the statistical evidence is overwhelming against the idea that
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any of these hyper-heuristics has a real median larger than the one of MAXPW.
In all the cases, the p-values of the tests for LR-HH, MLP-HH, and SVM-HH
were 0.6313, 0.1791, and 0.2796, respectively. In simpler words, although LR-
HH, MLP-HH, and SVM-HH are better than MAXPW in the testing set (based
on the median normalized profit), there is no statistical evidence that supports
that such hyper-heuristics are actually better than MAXPW.
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Fig.4: Normalized profit of the methods under study in the testing set (the
hyper-heuristics work using the static approach).

In the static approach, as described before, a decision is made only when
packing the first item in the instance. The heuristic chosen to pack the first
item is used to pack all the remaining items in the instance. Figure [ depicts
the distribution of normalized profits of the heuristics and hyper-heuristics pro-
duced when used to solve the testing set under the static approach. Among
the four heuristics, the best individual performer is MAXPW. However, the five
hyper-heuristics exhibit an outstanding behavior. We observe that the medians
of the five hyper-heuristics are larger than that of MAXPW. When comparing
the means using one-tail Wilcoxon’s tests against MAXPW, similar to the one
conducted for the dynamic scenario, the p-values obtained from the Wilcoxon’s
tests between MAXPW and each of the hyper-heuristics were 2.31 x 1076 for
LR-HH and 2.2 x 10716 for the other hyper-heuristics. As observed, in all cases,
the statistical evidence supports the idea that using ML techniques (such as the
ones considered in this work) to produce hyper-heuristics for solving the KP is
suitable and improves the results obtained by single heuristics.

5 Conclusion and Future Work

This work explores using ML methods to produce hyper-heuristics for solving the
KP. These hyper-heuristics work in two different modes: dynamic and static. As
previously stated, when using the dynamic approach, the solver selects a heuristic
whenever the hyper-heuristic must pack an item. Then, we obtain a solution
by applying a sequence of heuristics, not a single one. This is different from
what happens in the static approach, where only one choice is made. Although
the dynamic approach remains the most used regarding hyper-heuristics, our
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results suggest that using the static approach may be a better idea since hyper-
heuristics working on such an approach (only choosing a heuristic when the
search starts) obtained the best results on a sample level and a statistical one
(with 5% of significance). Besides, the computational effort derived from the
dynamic approach is more significant since it implies invoking the hyper-heuristic
for every decision. In contrast, the static approach only requires invoking the
hyper-heuristic once per instance.

Regarding future work, it seems interesting to explore other ML methods
and compare their performance against other hyper-heuristic approaches, and
not only against the heuristics. Besides, our results on the differences between
the static and dynamic approaches should be verified in other problem domains
with larger instance sets.
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